
Paper: Distortion of AI Alignment: Does Preference Optimization Optimize for Preferences?
Authors: Paul Gölz, Nika Haghtalab, and Kunhe Yang
Publication venue: NeurIPS
Year: 2025
Formalized PDF: https://arxiv.org/abs/2505.23749

formalized
model or definition

formalized
lemma or ap-
pendix support

formalized
main result

Legend

Population preference model
finite alternatives, unit-interval
user utilities, average welfare,
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Comparison experiment
separate alternative sampler,
iid users and labels, arbitrary
within-user answer correlation
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regularized NLHF guarantee
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